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SYS 303 LECTURE #6

RANDOM NUMBER GENERATION

Stochastic simulations require a means to produce random processes.  Thus, there is
a need for random number generation.

Simulations require as many as billions of random numbers for an effective
assessment of system performance.  Practical considerations dictate that a
computational (arithmetic) method is needed.

A "good" arithmetic random-number should possess the following properties:

a) The numbers should appear to be distributed uniformly on [0,1) and should not
exhibit any correlation with each other.

b) The generator should be fast and avoid the need for large storage.

c) The stream of random numbers must be reproducible for purposes of debugging
and precise comparison.

d) There should be a provision for easily producing separate (independent) streams
of random numbers.

Points 2 and 3 are easily met. Most modern simulation software packages satisfy
point 4.

Unfortunately, there are many generators that fail to satisfy the uniformity and
independence criteria of point 1.  These criteria are absolutely necessary for getting
correct simulation results.

Linear Congruential (random number) Generators (LCGs):

A sequence of integers Z1, Z2, … is defined by the recursive formula

Zi = (aZi-1 + c) mod m

where m = modulus

a = multiplier

c = increment

Z0 = seed (the starting value)

Zi = remainder (of the division by m)

are all non-negative integers.
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To get random numbers U1, U2. … we divide the Zis by m.  Thus,

Ui = Zi/m

A linear congruential generator is referred to as a mixed LCG if c > 0.  If c = 0 it
becomes a multiplicative LCG.

We concentrate on the quality of the random integers Zi.  Though the division by m
must be done correctly, as well.

Are the Zi truly random?  No, because every Zi  is completely determined by m, a, c
and Z0.  However, by careful choice of these 4 parameters, we can make the
corresponding Uis appear to be IID (Independently Identically Distributed) U[0,1)
random variables.

The Uis can take on only the rational values 0, 1/m, 2/m, … (m-1)/m (actually, only a
fraction of these values depending upon m, a, c and Z0).  However, m is usually
chosen to be large (>109) so that this is not a real problem.

Example: Consider the LCG defined by m=16, a=5, c=3 and Z0=7.

Note that Z17 = Z1; Z18 = Z2; etc.  Thus the cycle period is 16.  This cyclic behavior is
characteristic of all LCGs.

Consider the fact that Zi depends only on the previous integer Zi-1 and that

0 ≤ Zi ≤ m-1.

Therefore the cycle period is at most m.  If the cycle period is m, the LCG is said to
have full period.

If the LCG has less than full period, cycle length could depend upon the value of Z0

chosen from {0, 1, 2, …, m-1}.

It is highly desirable to have the longest possible periods.  Full period is attractive,
but not essential.

Full period  Every integer between 0 and m-1 will occur exactly once.
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Theorem: An LCG has full period iff (if and only if)

a) The only positive integer that exactly divides both m and c is 1.

b) If q is prime that divides m, then q divides a-1.

c) If 4 divides m, then 4 divides a-1.

Recall that for an LCG to be "good", we also want

2) Good statistical properties such a uniformity and independence

3) Computational efficiencies

4) Storage efficiency

5) Reproducibility

6) Facilities for separate streams

Features of LCG:

2) Reproducible - Just remember ZO

3) Easily re-startable - Save the final Zi  →Z0 (to get non-overlapping
sequences)

4) Multiple streams - Pick widely separated Z0s

By letting m=2b, we take advantage of integer overflow to speed computation.

Example: consider the earlier example LCG

Zi = (5Zi-1 + 3) mod 16

with Z0 = 7

Suppose that our computer has b= 4 bits/word, so that m = 24 = 16.

We with to obtain Z7 = 12 from Z6 = 5.  Note that

5·Z6 + 3 = 28 = 161 + 81 + 41 + 20 + 10

Since our 4-bit computer stores only the four rightmost binary digits, the leftmost
digit is dropped, leaving the binary number 1100 which is the binary representation
of

81 + 41 + 20 + 10 = 12 = Z7

Thus, no costly division operation is required.  Caution is however suggested…

With m=2b, the Theorem above says that we shall obtain full period if c is odd and a-
1 is divisible by 4.
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Check:

Theorem: An LCG has full period iff

2) The only positive integer that exactly divides both m and c is 1.

3) If q is prime that divides m, then q divides a-1.

4) If 4 divides m, then 4 divides a-1.

2) holds because m is divisible only by powers of 2 and 1. And, being odd, c
is not divisible by powers of 2.

3) holds because q=2 divides m and q=2 divides a-1.

4) holds because 4 divides m and 4 divides a-1.

Now Z0 can be any integer between 0 and m-1 without affecting the period of the
generator.

Multiplicative LCGs (c=0): These are advantageous because

2) They have been studied more intensively

3) They are simpler

4) Generally, they perform as well as mixed LCGs

5) They are more widely used

Disadvantages:

6) They cannot have full period (not a problem)

7) One cannot choose m=2b without inducing undesirable statistical properties
(e.g., the well-known generator RANDU).  A better choice is m = the
largest prime number < 2b.  For b=31 this is 231-1 = 2,147,483,647.

Why period is not a problem:

For m prime, the period is m-1 if a is a positive element modulo m, i.e., if

the smallest integer l for which al - 1 is divisible by m is l = m-1.

With m and a chosen this way, we obtain each integer 1, 2, … , m-1 exactly once
each cycle.  Not only that, Z0 can be any integer from 1 to m-1.

These are called Prime Modulus Multiplicative LCGs (PMMLCGs).

Finding a for a PMMLCG is no easy task.  Rather than deal with this, we will present
some tried-and-true PMMLCGs.
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Because m≠2b we cannot use overflow as a mechanism to avoid division.
Fortunately, a technique called simulated division was invented which avoids costly
computational effort.

Simulated division:

We pick an m that is prime, m = 2b - q.  We wish Zi = (aZi-1) mod (2b - q)

To do this let Z'i = (aZi-1) mod (2b)

which can be obtained from overflow without division.  Now, if k is the largest
integer that is less than or equal to aZi-1/2

b, then

Zi =
Z' i +kq                    if Z' i + kq < 2b − q

Z' i +kq − 2b − q( )    if Z' i +kq ≥ 2b − q

 
 
 

Example: Pick a=12, b=6, q=1 (so that m = 63) and Z5 = 6

Z'6 = (12Z5) mod (64) = 8

k = largest integer ≤ 12·6/64

= 1

Then since Z'i < 63

Z6 = Z'6 + 1 = 9

Check: Zi = (aZi-1) mod (2b - q)

= 72 mod 63 = 9

Good PMMLCGs: These have

1. m* = 231 - 1

2. multipliers a that are primitive elements modulo m*

3. good performance

4. period m*-1

Lewis, Goodman & Miller (1969):

a1 = 75 = 16,807

This PMMLCG is found in

LLRANDOM of Learmonth and Lewis (1973)

RNUM of IMSL FORTRAN
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Schrage's (1979) FORTRAN implementation

Schrage's code is portable to nearly any computer using FORTRAN.

Payne, Rabung and Bogyo (1969):

a2 = 630,360,016

This PMMLCG yields statistical performance much better than does a1.

Marse and Roberts provide a highly portable FORTRAN code.  Find it in Law and
Kelton, Appendix 7A, together with a C version.

Marse and Roberts code is only half as fast as that of Schrage.  However, in most
heavy simulation situations, random number generation is but 2-3% of the
computational effort.  So, it pays to use the former.

Testing random number generators:

In case we contemplate using a generator of uncertain origin, we need to test if the
Uis generated appear as if they were IID U(0,1).

Chi-square test: This is a goodness-of-fit statistical hypothesis test.  It assesses
whether the observations X1, X2, … , Xn are an independent sample from a particular
distribution function (cdf) ˆ F .

More formally, we test the following null hypothesis:

H0: The Xis are IID random variables with distribution (cdf) ˆ F 

As in all hypothesis tests, we can either reject H0 or not.  Failure to reject (in our
case) should not be interpreted as "accepting H0 to be true" because

a) If the sample n is small to moderate, goodness-of-fit tests are not
sufficiently sensitive.

b) If the sample is large, the test will almost always reject H0.

Fortunately, it is still a very useful test.

We start by dividing the entire range of the distribution into k adjacent intervals

[a0,a1), [a1,a2), [a2,a3), … , [ak-1,ak)

We tally

fj = the number of Xis in the j-th interval [aj-1,aj), for j = 1, 2, … , k

Note that f j
j=1

k

∑ = n
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Next, we compute the expected proportion pj of the Xis that would fall in the j-th
interval if we were sampling from ˆ F .

Thus
p j = ˆ f (x)dx

a j−1

a j

∫
where ˆ f ( x) is the pdf for ˆ F (x)

A good test statistic is 2 =
f j − np j( )2

np j
j=1

k

∑
What we are measuring with this statistic is the normalized mean-square distance
from the expected value npj of the amount of samples in the intervals.

The closer fj comes to the npj , the better the 'fit'. Therefore, we will reject H0 if χ
2 is

too large.
For our purposes (i.e., testing closeness to U(0,1)) we have the fortuitous result that

If H0 is true, χ2 converges as n → ∞ to a chi-square distribution with k-1
degrees of freedom. (k being the number of adjacent intervals chosen)

Thus, for large n, a test with 'approximate level α' is obtained by rejecting H0 if

χ2 > χ2
k-1,1-α

f(x)
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where χ2
k-1,1-α is that value of χ2 whose probability of being exceeded when H0 is true

is equal to α (given that n is infinite).  This is called the upper 1-  critical point of
the chi-square distribution.

In other words, if we pick the probability α to be relatively small, χ2
k-1,1-α would be

so large that we reject H0 only when the statistic is far out of line with its expected
value.

For purposes of testing the fit to U(0,1), it is good practice to pick k≥100 and n/k
should be ≥ 5.  Now

2 =
f j − np j )( )2

np j
j=1

k

∑ = 1
n

f j − np j )( )2

p j
j=1

k

∑
For a uniform distribution p j = 1

k
, so that

2 = k
n

f j − n
k

 
 
  

 
 

2

j =1

k

∑
What we need is a way to find the upper 1-α critical point.  For k≥100 we can use the
following approximation to the tail of this distribution

k−1,1−
2 ≈ ( k − 1) 1 − 2

9(k −1)
+ Z1−

2
9(k −1)
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where Z1-α is the upper 1-α critical point of the N(0,1) normalized normal
distribution.  The procedure is to first find Z1-α from a table of N(0,1) (knowing
your pick for α) and then get χ2

k-1,1-α.

Example: Consider the PMMLCG Zi = 630,360,016 Zi-1 mod(231-1).

Using the default seed and letting k = 4096 and n = 32,768, Law & Kelton performed
the goodness-of-fit experiment described above.  The statistic

2 =
f j − np j( )2

np j
j=1

k

∑
yielded the value χ2 = 4140.0.

For an α of 10%, the Z1-α (found in Table A.3) is 1.28155.  Careful calculation gives

a critical point of χ2
k-1,1-α ≈ 4211.4.  Thus, at the level α=0.1 the null hypothesis is

not rejected.  At a much higher value of α we would have rejected the hypothesis.
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Komogorov-Smirnov (K-S)Test: Also for goodness-of-fit.

K-S is considered more powerful than chi-square.  The power  of a test is the
frequency with which the hypothesis H0 is rejected when in fact a different
hypothesis is true.  Thus, more powerful is certainly a desirable characteristic.

K-S is also desirable because it can be used for smaller samples, i.e., n≤50.  K-S
applies only to continuous distributions; not a disadvantage for our purposes in
testing for uniformity.

The theory behind K-S is beyond the scope of this course.  Nevertheless, the rules for
its use are quite manageable.

K-S test basis:

1. Develop an empirical cdf based upon the generated data

2. Compare this with the theoretical cdf

Given X1, X2, … , XN generated random-number samples ranked in increasing order,
the empirical cdf is defined as

FN ( x) = Number of Xi ≤ x
N

The test is then based on the largest absolute deviation between the empirical and the
theoretical cdf for every given value of Xi.

This deviation is compared to the tabulated K-S critical values (Table A.8 in Banks,
Carson, Nelson and Nichol) to determine if the deviation can be attributed to random
effects; thus, avoiding the necessity of rejecting hypothesis H0.

K-S steps:

1. Rank the generated data in increasing order

2. Using the theoretical cdf, ˆ F (x) compute

D+ = max
1≤i≤N

i
n

− ˆ F (x i )
 
  

 
  

D− = max
1≤i≤N

ˆ F (x i ) − i − 1
n

 
  

 
  

3. Let D = max (D+ , D- )

4. Find the critical value D  from Table A.8 given significance level α and
sample size N.

5. If D ≤ D   do not reject the generator.
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Example: Let α = 0.05.  We have 5 data points from an LCG: 0.53, 0.35, 0.03, 0,94,

and 0.22
ˆ F (x) = 1

b − a
x      a ≤ x ≤ b

where b = 1 and a = 0

The computations for test of randomness using K-S are
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The plot of the empirical cdf FN and the theoretical cdf ˆ F (x) for this example is

The fourth step of the empirical cdf holds the greatest deviations from theoretical

D = max (0.27, 0.14) = 0.27

From Table A.8 D0.05 = 0.565 (for N = 5)

So, the hypothesis H0 is not rejected.

Homework:

Do problems 6, 7 & 8 in Chapter 7 of Banks, Carlson, Nelson and Nicol.


